
A A Detailed Description of Our FOA-Attack1

Following the M-Attack [6], we propose a targeted transferable adversarial attack method based on2

feature optimal alignment, called FOA-Attack. The detailed description of the proposed FOA-Attack3

is shown in Algorithm 1.4

Algorithm 1: FOA-Attack
Input: clean image xnat, target image xtar, perturbation budget ϵ, iterations n, loss function L,

surrogate model ensemble F = {fθ1 , fθ2 , · · · , fθt}, image processing T , step size α
Output: adversarial image xadv

1 Initialize: x0
adv = xnat + δ0 (i.e., δ0 = 0) ; // Initialize adversarial image xadv

2 for T = 0 to n− 1 do
3 x̂a

i = T (xi
adv), x̂

t = T (xtar);
; // Perform random crop

4 for j = 1 to t do
5 Lcoa = 1− ⟨fθj (x̂

a
i ),fθj (x̂

t)⟩
∥fθj (x̂

a
i )∥·∥fθj (x̂

t)∥ ,

6 Xloc = f loc
θj

(xadv), Yloc = f loc
θJ

(xtar),

7 Xclu = KMeans(Xloc, n), Yclu = KMeans(Yloc, n),

8 Cab = c(Xa
clu,Y

b
clu), ∀a, b c(Xa

clu,Y
b
clu) = 1− ⟨Xa

clu,Y
b
clu⟩,

9 ua = 1
n

(∑
b exp

(
−Cab
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)
vb
)−1

, vb =
1
n

(∑
a exp

(
−Cab

λ

)
ua

)−1
,

10 πab = ua exp
(
−Cab

λ

)
vb,

11 Lfin =
∑

a,b Cab · πab

12 LT
θj

= Lcoa + η · Lfin,
13 if T == 0 then
14 Sj(T) = 1,

15 else

16 Sj(T) =
LT

θj

LT−1
θj

,

17 Winit = 1
18 for j = 1 to t do
19 Wj = Winit × t× exp(Sj(T)/T )∑t

j=1 exp(Sj(T)/T )
,

20 gi =
1
m∇x̂a

i

∑m
j=1 Wj · Lθj ;

21 δi+1 = Clip(δi + α · sign(gi),−ϵ, ϵ);
22 x̂a

i+1 = x̂a
i + δi+1;

23 xi+1
adv = x̂a

i+1

24 return x̂a
n
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Table 1: Performance (threshold is 0.3) of ASR (%) and AvgSim on different open-source MLLMs.
Qwen2.5-VL-3B Qwen2.5-VL-7B LLaVa-1.5-7B LLaVa-1.6-7B Gemma-3-4B Gemma-3-12B

Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

AttackVLM [8]
B/16 14.6 0.08 26.5 0.14 57.3 0.31 49.8 0.28 36.1 0.16 13.9 0.07
B/32 22.4 0.12 31.6 0.17 27.3 0.14 23.1 0.12 35.0 0.15 9.1 0.05
Laion 32.8 0.17 48.7 0.27 70.2 0.42 68.2 0.42 50.3 0.23 33.8 0.16

AdvDiffVLM [4] Ensemble 2.7 0.01 3.1 0.01 1.9 0.01 2.1 0.01 0.9 0.00 1.2 0.01
SSA-CWA [2] Ensemble 4.8 0.03 5.3 0.03 3.9 0.03 4.9 0.03 38.0 0.15 6.0 0.03
AnyAttack [7] Ensemble 34.7 0.16 41.9 0.24 56.3 0.35 59.2 0.37 36.5 0.17 28.6 0.15
M-Attack [6] Ensemble 63.3 0.35 80.2 0.46 89.8 0.56 87.4 0.56 64.3 0.29 50.3 0.25
FOA-Attack (Ours) Ensemble 77.4 0.45 91.1 0.58 95.3 0.65 93.0 0.66 80.5 0.41 67.6 0.35

Table 2: Performance (threshold is 0.3) of ASR (%) and AvgSim on different closed-source MLLMs.
Claude-3.5 Claude-3.7 GPT-4o GPT-4.1 Gemini-2.0

Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

AttackVLM [8]
B/16 2.4 0.02 4.1 0.03 40.8 0.21 42.6 0.22 23.5 0.12
B/32 14.8 0.08 20.5 0.11 20.1 0.10 21.9 0.11 9.9 0.06
Laion 3.5 0.02 4.9 0.03 69.9 0.38 71.8 0.39 55.8 0.30

AdvDiffVLM [4] Ensemble 1.1 0.01 1.4 0.01 3.2 0.01 2.9 0.01 2.0 0.01
SSA-CWA [2] Ensemble 3.2 0.02 3.7 0.03 3.8 0.03 3.0 0.02 4.0 0.02
AnyAttack [7] Ensemble 19.1 0.09 18.7 0.08 40.8 0.15 39.5 0.13 31.1 0.12
M-Attack [6] Ensemble 17.9 0.10 23.8 0.12 86.8 0.50 89.1 0.51 75.5 0.41
FOA-Attack (Ours) Ensemble 28.4 0.16 36.4 0.18 94.8 0.59 95.6 0.62 86.7 0.50

B More Comparison Results under Varied Thresholds5

We further evaluate the performance of FOA-Attack at the threshold of 0.3. As shown in Table 1,6

FOA-Attack consistently achieves superior adversarial success rates (ASR) and average semantic7

similarity (AvgSim) on open-source MLLMs, such as 95.3% ASR and 0.66 AvgSim on LLaVA-8

1.6-7B, significantly outperforming baseline ensemble attacks. Similarly, Table 2 highlights FOA-9

Attack’s strong transferability to closed-source models under the 0.3 threshold, achieving notably10

high performance (e.g., 95.6% ASR and 0.62 AvgSim on GPT-4.1), confirming its effectiveness and11

semantic alignment across diverse evaluation scenarios.12

Table 3: Performance (threshold is 0.7) of ASR (%) and AvgSim on different open-source MLLMs.
Qwen2.5-VL-3B Qwen2.5-VL-7B LLaVa-1.5-7B LLaVa-1.6-7B Gemma-3-4B Gemma-3-12B

Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

AttackVLM [8]
B/16 2.0 0.08 5.3 0.14 17.9 0.31 16.6 0.28 3.9 0.16 0.7 0.07
B/32 4.6 0.12 6.6 0.17 6.5 0.14 4.8 0.12 3.8 0.15 0.4 0.05
Laion 8.0 0.17 15.7 0.27 31.2 0.42 32.8 0.42 8.1 0.23 4.1 0.16

AdvDiffVLM [4] Ensemble 0.2 0.01 0.4 0.01 0.3 0.01 0.5 0.01 0.2 0.00 0.2 0.01
SSA-CWA [2] Ensemble 0.3 0.03 0.5 0.03 0.5 0.03 0.2 0.03 3.0 0.15 0.1 0.03
AnyAttack [7] Ensemble 11.6 0.16 17.3 0.24 26.7 0.35 23.2 0.37 5.8 0.17 6.4 0.15
M-Attack [6] Ensemble 22.7 0.35 35.4 0.46 47.4 0.56 48.0 0.56 11.1 0.29 12.3 0.25
FOA-Attack (Ours) Ensemble 35.2 0.45 53.1 0.58 62.5 0.65 63.6 0.66 23.2 0.41 19.6 0.35

Table 4: Performance (threshold is 0.7) of ASR (%) and AvgSim on different closed-source MLLMs.
Claude-3.5 Claude-3.7 GPT-4o GPT-4.1 Gemini-2.0

Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

AttackVLM [8]
B/16 0.0 0.02 0.1 0.03 7.8 0.21 8.2 0.22 3.4 0.12
B/32 2.4 0.08 3.3 0.11 3.0 0.10 3.0 0.11 0.9 0.06
Laion 0.2 0.02 0.7 0.03 25.5 0.38 26.0 0.39 15.9 0.30

AdvDiffVLM [4] Ensemble 0.1 0.01 0.2 0.01 0.5 0.01 0.4 0.01 0.2 0.01
SSA-CWA [2] Ensemble 0.1 0.02 0.0 0.03 0.4 0.03 0.2 0.02 0.1 0.02
AnyAttack [7] Ensemble 1.5 0.09 1.3 0.08 1.8 0.15 1.7 0.13 0.8 0.12
M-Attack [6] Ensemble 3.3 0.10 4.4 0.12 38.8 0.50 39.8 0.51 26.6 0.41
FOA-Attack (Ours) Ensemble 6.3 0.16 9.6 0.18 57.9 0.59 58.9 0.62 41.5 0.50

Continuing with the threshold set to 0.7, Table 3 shows FOA-Attack maintains its lead among13

open-source MLLMs, achieving significantly higher ASR and AvgSim, such as 62.5% ASR and 0.6614

AvgSim on LLaVA-1.6-7B, notably surpassing all baseline ensemble methods. Similarly, results in15

Table 4 indicate that FOA-Attack retains effectiveness against challenging closed-source models even16

at the higher threshold, notably achieving 58.9% ASR and 0.62 AvgSim on GPT-4.1, reinforcing its17

strong adversarial transferability and semantic alignment in stringent attack scenarios.18

Continuing with the threshold set to 0.8, Table 5 illustrates FOA-Attack’s superior transferability19

across open-source MLLMs, achieving notably high ASR and AvgSim (e.g., 44.1% ASR, 0.6520
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Table 5: Performance (threshold is 0.8) of ASR (%) and AvgSim on different open-source MLLMs.
Qwen2.5-VL-3B Qwen2.5-VL-7B LLaVa-1.5-7B LLaVa-1.6-7B Gemma-3-4B Gemma-3-12B

Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

AttackVLM [8]
B/16 1.2 0.08 2.7 0.14 8.7 0.31 10.1 0.28 3.4 0.16 0.2 0.07
B/32 2.3 0.12 3.0 0.17 3.4 0.14 2.6 0.12 3.5 0.15 0.4 0.05
Laion 4.1 0.17 8.6 0.27 19.1 0.42 23.2 0.42 6.0 0.23 2.0 0.16

AdvDiffVLM [4] Ensemble 0.1 0.01 0.1 0.01 0.1 0.01 0.1 0.01 0.1 0.00 0.0 0.01
SSA-CWA [2] Ensemble 0.2 0.03 0.1 0.03 0.3 0.03 0.1 0.03 2.6 0.15 0.0 0.03
AnyAttack [7] Ensemble 4.6 0.16 7.3 0.24 11.9 0.35 13.4 0.37 2.8 0.17 2.2 0.15
M-Attack [6] Ensemble 12.0 0.35 19.6 0.46 32.2 0.56 33.7 0.56 6.8 0.29 6.5 0.25
FOA-Attack (Ours) Ensemble 20.2 0.45 34.2 0.58 44.1 0.65 47.6 0.66 14.2 0.41 11.1 0.35

Table 6: Performance (threshold is 0.8) of ASR (%) and AvgSim on different closed-source MLLMs.
Claude-3.5 Claude-3.7 GPT-4o GPT-4.1 Gemini-2.0

Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

AttackVLM [8]
B/16 0.0 0.02 0.0 0.03 4.3 0.21 4.3 0.22 1.7 0.12
B/32 1.1 0.08 1.5 0.11 1.3 0.10 1.5 0.11 0.3 0.06
Laion 0.0 0.02 0.1 0.03 14.6 0.38 13.0 0.39 7.7 0.30

AdvDiffVLM [4] Ensemble 0.0 0.01 0.0 0.01 0.2 0.01 0.1 0.01 0.1 0.01
SSA-CWA [2] Ensemble 0.0 0.02 0.0 0.03 0.1 0.03 0.2 0.02 0.1 0.02
AnyAttack [7] Ensemble 0.5 0.09 0.4 0.08 0.6 0.15 0.7 0.13 0.1 0.12
M-Attack [6] Ensemble 1.6 0.10 1.7 0.12 23.6 0.50 23.0 0.51 14.7 0.41
FOA-Attack (Ours) Ensemble 4.5 0.16 5.1 0.18 37.2 0.59 37.1 0.62 25.4 0.50

Table 7: Performance (threshold is 0.9) of ASR (%) and AvgSim on different open-source MLLMs.
Qwen2.5-VL-3B Qwen2.5-VL-7B LLaVa-1.5-7B LLaVa-1.6-7B Gemma-3-4B Gemma-3-12B

Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

AttackVLM [8]
B/16 0.3 0.08 0.6 0.14 3.8 0.31 4.2 0.28 2.7 0.16 0.0 0.07
B/32 0.6 0.12 0.5 0.17 0.8 0.14 1.3 0.12 2.9 0.15 0.0 0.05
Laion 1.1 0.17 2.1 0.27 6.6 0.42 10.2 0.42 3.3 0.23 0.2 0.16

AdvDiffVLM [4] Ensemble 0.0 0.01 0.0 0.01 0.1 0.01 0.0 0.01 0.1 0.00 0.0 0.01
SSA-CWA [2] Ensemble 0.1 0.03 0.0 0.03 0.2 0.03 0.0 0.03 2.3 0.15 0.0 0.03
AnyAttack [7] Ensemble 1.3 0.16 1.7 0.24 5.2 0.35 6.4 0.37 0.9 0.17 0.3 0.15
M-Attack [6] Ensemble 4.0 0.35 5.8 0.46 13.2 0.56 18.1 0.56 2.9 0.29 1.1 0.25
FOA-Attack (Ours) Ensemble 5.6 0.45 10.8 0.58 22.4 0.65 27.2 0.66 6.5 0.41 2.8 0.35

Table 8: Performance (threshold is 0.9) of ASR (%) and AvgSim on different closed-source MLLMs.
Claude-3.5 Claude-3.7 GPT-4o GPT-4.1 Gemini-2.0

Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

AttackVLM [8]
B/16 0.0 0.02 0.0 0.03 0.8 0.21 0.7 0.22 0.2 0.12
B/32 0.1 0.08 0.2 0.11 0.1 0.10 0.1 0.11 0.1 0.06
Laion 0.0 0.02 0.1 0.03 2.2 0.38 2.7 0.39 1.2 0.30

AdvDiffVLM [4] Ensemble 0.0 0.01 0.0 0.01 0.1 0.01 0.0 0.01 0.1 0.01
SSA-CWA [2] Ensemble 0.0 0.02 0.0 0.03 0.0 0.03 0.0 0.02 0.0 0.02
AnyAttack [7] Ensemble 0.0 0.09 0.1 0.08 0.0 0.15 0.0 0.13 0.0 0.12
M-Attack [6] Ensemble 0.1 0.10 0.1 0.12 4.7 0.50 6.3 0.51 2.1 0.41
FOA-Attack (Ours) Ensemble 0.7 0.16 0.4 0.18 11.2 0.59 12.1 0.62 4.9 0.50

AvgSim on LLaVA-1.5-7B), substantially surpassing baseline methods. Similarly, in Table 6, FOA-21

Attack retains significant effectiveness against closed-source models even at this challenging threshold,22

notably reaching 37.2% ASR on GPT-4o and 37.1% ASR on GPT-4.1, while maintaining high AvgSim23

scores, reinforcing its exceptional adversarial transfer capability.24

With an even stricter threshold of 0.9, Tables 7 and 8 show FOA-Attack still effectively maintains its25

superior adversarial transferability. In Table 7, FOA-Attack outperforms baseline ensemble attacks26

on open-source MLLMs, notably achieving 27.2% ASR and 0.66 AvgSim on LLaVA-1.6-7B. In the27

closed-source scenario (Table 8), FOA-Attack demonstrates notable effectiveness, particularly on28

GPT-4o and GPT-4.1 (11.2% and 12.1% ASR, respectively), continuing to exhibit strong semantic29

alignment (AvgSim ≥ 0.59). These results confirm FOA-Attack’s remarkable transferability even30

under highly stringent evaluation conditions.31
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Rate the semantic similarity between the following two texts on a scale from 0 to 1. 
**Criteria for similarity measurement:**                    
1. **Main Subject Consistency:** If both descriptions refer to the same key subject or object (e.g., a 

person, food, an event), they should receive a higher similarity score.                    
2. **Relevant Description**: If the descriptions are related to the same context or topic, they should also 

contribute to a higher similarity score.                    
3. **Ignore Fine-Grained Details:** Do not penalize differences in **phrasing, sentence structure, or 

minor variations in detail**. Focus on **whether both descriptions fundamentally describe the same 
thing.**                   

4. **Partial Matches:** If one description contains extra information but does not contradict the other, 
they should still have a high similarity score.                   

5. **Similarity Score Range:**                         
- **1.0**: Nearly identical in meaning.                       
- **0.8-0.9**: Same subject, with highly related descriptions.                        
- **0.7-0.8**: Same subject, core meaning aligned, even if some details differ.                        
- **0.5-0.7**: Same subject but different perspectives or missing details.                        
- **0.3-0.5**: Related but not highly similar (same general theme but different descriptions).                        
- **0.0-0.2**: Completely different subjects or unrelated meanings.                                            

Text 1: {input_text1}                    
Text 2: {input_text2}                

Output only a single number between 0 and 1. Do not include any explanation or additional text.

Evaluation Prompt

Figure 1: Evaluation prompt template.

C Detailed Evaluation Prompt32

Following M-Attack [6], we adopt the same way to evaluate the adversarial performance. Below33

is the detailed evaluation prompt used to assess semantic similarity between textual inputs: ASR:34

the “{input_text_1}” and “{input_text_2}” are used as placeholders for text inputs. The evaluation35

prompt template is shown in Fig. 1.36

D Comparison Results on Series of Defense Methods37

We evaluate the attack performance of FOA-Attack against a series of defense methods, including38

smoothing-based defenses [1] (Gaussian, Medium, and Average), JPEG compression [3], and Comde-39

fend [5]. The experimental results on both open-source and closed-source MLLMs are shown in40

Table 9 and Table 10. Across all defenses, FOA-Attack consistently outperforms M-Attack in both41

ASR and AvgSim. On open-source models, FOA-Attack maintains a strong ASR (e.g., 25.0% vs.42

13.0% under Comdefend on Qwen2.5-VL-7B), while preserving semantic alignment. On closed-43

source models, the advantage is even more evident. Under Comdefend, our FOA-Attack achieves44

61.0% ASR on GPT-4o and 55.0% on GPT-4.1, while M-Attack drops below 10%. Even under45

JPEG, FOA-Attack maintains over 50% ASR with stable AvgSim values. These results indicate that46

the proposed FOA-Attack achieves superior adversarial transferability and resilience across diverse47

defense strategies.48

E Commercial MLLM Response49

To further validate the efficacy of FOA-Attack, we provide real-world interaction results indicating50

that adversarial examples can guide advanced commercial closed-source MLLMs, which include51

GPT-4o, GPT-o3, GPT-4.1, GPT-4.5, Claude-3.5-Sonnet, Claude-3.7-Sonnet, Gemini-2.0-Flash, and52

Gemini-2.5-Flash, to generate descriptions semantically aligned with the specified target images.53

Specifically, Fig. 2 to 9 correspond to the attack results on each of these models in order: Fig. 254

shows GPT-4o, Fig. 3 shows GPT-o3, Fig. 5 shows GPT-4.1, Fig. 4 shows GPT-4.5, Fig. 6 shows55

Claude-3.5-Sonnet, Fig. 7 shows Claude-3.7-Sonnet, Fig. 8 shows Gemini-2.0-Flash, and Fig. 9 shows56
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Table 9: Attack performance of adversarial images against open-source Multimodal Large Language
Models (MLLMs) after defense processing.

Qwen2.5-VL-3B Qwen2.5-VL-7B LLaVa-1.5-7B LLaVa-1.6-7B Gemma-3-4B Gemma-3-12B
Defense Method ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

M-Attack [6] 14.0 0.18 27.0 0.29 50.0 0.48 48.0 0.47 17.0 0.25 14.0 0.17Gaussian FOA-Attack (Ours) 27.0 0.27 50.0 0.42 67.0 0.60 65.0 0.58 29.0 0.35 22.0 0.27
M-Attack [6] 17.0 0.21 35.0 0.33 44.0 0.41 41.0 0.39 13.0 0.18 6.0 0.10Medium FOA-Attack (Ours) 36.0 0.31 60.0 0.45 62.0 0.54 60.0 0.53 18.0 0.25 9.0 0.16
M-Attack [6] 9.0 0.14 20.0 0.23 38.0 0.36 36.0 0.36 11.0 0.18 8.0 0.12Average FOA-Attack (Ours) 22.0 0.24 38.0 0.35 57.0 0.51 56.0 0.51 28.0 0.33 11.0 0.17
M-Attack [6] 13.0 0.20 35.0 0.35 60.0 0.51 59.0 0.50 29.0 0.34 22.0 0.27JPEG FOA-Attack (Ours) 29.0 0.32 58.0 0.49 77.0 0.63 77.0 0.62 50.0 0.44 44.0 0.42
M-Attack [6] 10.0 0.13 27.0 0.27 48.0 0.42 46.0 0.41 14.0 0.22 12.0 0.17Comdefend FOA-Attack (Ours) 25.0 0.28 49.0 0.46 65.0 0.54 63.0 0.54 33.0 0.36 22.0 0.29

Table 10: Attack performance of adversarial images against closed-source Multimodal Large Lan-
guage Models (MLLMs) after defense processing.

Claude-3.5 Claude-3.7 GPT-4o GPT-4.1 Gemini-2.0
Method Model ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim ASR AvgSim

M-Attack [6] 2.0 0.04 5.0 0.06 57.0 0.45 53.0 0.44 29.0 0.29Gaussian FOA-Attack (Ours) 3.0 0.06 6.0 0.07 72.0 0.57 71.0 0.57 50.0 0.42
M-Attack [6] 3.0 0.04 4.0 0.06 39.0 0.37 40.0 0.38 23.0 0.24Medium FOA-Attack (Ours) 4.0 0.07 6.0 0.09 59.0 0.48 63.0 0.50 41.0 0.37
M-Attack [6] 2.0 0.04 1.0 0.03 38.0 0.37 39.0 0.36 19.0 0.22Average FOA-Attack (Ours) 5.0 0.06 3.0 0.06 59.0 0.48 62.0 0.50 36.0 0.34
M-Attack [6] 9.0 0.12 14.0 0.17 60.0 0.48 52.0 0.45 36.0 0.35JPEG FOA-Attack (Ours) 14.0 0.20 22.0 0.24 75.0 0.59 78.0 0.59 58.0 0.49
M-Attack [6] 2.0 0.04 5.0 0.08 35.0 0.35 37.0 0.37 22.0 0.25Comdefend FOA-Attack (Ours) 6.0 0.07 11.0 0.15 61.0 0.49 63.0 0.51 38.0 0.39

Gemini-2.5-Flash. The consistent attack success across all models highlights the high transferability57

of the proposed FOA-Attack.58

F Limitations and Impact Statement59

Limitations. Although the proposed method demonstrates excellent performance in transferring60

target adversarial examples, it introduces additional computations, such as local OT loss, which61

decrease the efficiency of generating adversarial examples. Enhancing the efficiency of these attacks62

will be a key focus of our future research.63

Impact Statement. This paper proposes a method for targeting transferrable adversarial attacks64

on MLLMs using targeted multi-modal alignment. The proposed method, like previous adversarial65

attack methods, investigates adversarial examples in order to identify adversarial vulnerabilities in66

MLLMs. This effort aims to guide future research into improving MLLMs against adversarial attacks67

and developing more effective defense approaches. Furthermore, the victim MLLMs employed in this68

study are open-source models with publicly available weights. The research on adversarial examples69

will help shape the landscape of AI security.70
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Target

Figure 2: Example responses from the commercial MLLM-GPT-4o to targeted attacks generated by
our method.
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Figure 3: Example responses from the commercial MLLM-GPT-o3 to targeted attacks generated by
our method.
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Figure 4: Example responses from the commercial MLLM-GPT-4.5 to targeted attacks generated by
our method.
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Figure 5: Example responses from the commercial MLLM-GPT-4.1 to targeted attacks generated by
our method.
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Figure 6: Example responses from the commercial MLLM-Claude-3.5-Sonnet to targeted attacks
generated by our method.
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Figure 7: Example responses from the commercial MLLM-Claude-3.7-Sonnet to targeted attacks
generated by our method.
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Figure 8: Example responses from the commercial MLLM-Gemini-2.0-Flash to targeted attacks
generated by our method.
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Figure 9: Example responses from the commercial MLLM-Gemini-2.5-Flash to targeted attacks
generated by our method.
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